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1. Introduction 

Recently, distributed word representations have been proven to 

be important resources for many natural language processing tasks 

(Braud and Denis, 2016; Chen et al., 2016; Duong et al., 2016; 

Kober et al., 2016). In this paper, we focus on syllable distribution 

patterns (i.e., syllable representations) instead of word 

representations. We utilize these patterns as the input of 

bidirectional long short-term memory (LSTM) and perform part-

of-speech (POS) tagging tasks. Plank et al. (2016) compared POS 

tagging performance between representations at different levels 

(words, characters, and bytes). However, syllable-level 

representations were not included in their study. 

Syllable-level learning can be easily applied to many languages, 

such as Korean, if syllable segmentation can be performed 

successfully. Each syllable is explicitly divided in Korean, as 

shown in the following example. This is one of the main factors 

that make the proposed system easier to implement. 

▪ Example: “학교에 가다 [hak-gyo-e ga-da]” (go to school) 

▪ Five syllables: 학[hak], 교[gyo], 에[e], 가[ga], 다[da]1 

▪ Four morphemes/POSs:  
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1 11 characters: ㅎ, ㅏ, ㄱ, ㄱ, ㅛ, ㅇ, ㅔ, ㄱ, ㅏ, ㄷ, ㅏ  
2 NNG, JKB, VV, EF: Korean POS tags  

학교[hak-gyo]/NNG, 에[e]/JKB, 가[ga]/VV, 다[da]/EF2  
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▪ Two spacing units: 학교에[hak-gyo-e], 가다[ga-da] 

Additionally, the use of syllables eliminates the needs for 

morpheme (or word) segmentation. In many western languages 

such as English, POS tagging units and spacing units are identical, 

meaning a separate morpheme segmentation process is not 

required. However, in many agglutinative languages, such as 

Korean, Japanese, and Finnish, POS tagging units and spacing 

units are not identical, meaning a morpheme segmentation process 

must be performed separately for language analysis. The errors 

that occur during this process are considered to be one of the main 

reasons why Korean morpheme analysis is difficult. For example, 

for Korean POS tagging, it is very difficult to exceed an accuracy3 

of 97% (Shin and Ock, 2012; Na 2015). However, the proposed 

system performs syllable-level learning. Because syllables are 

smaller units than morphemes, our system does not require 

separate morpheme segmentation. It achieves state-of-the art 

performance with an F1-score of 98.65% (accuracy of 98.04%).  

In particular, the use of syllables can reduce out-of-vocabulary 

(OOV) problems compared to the use of morphemes. For example, 

the morpheme al-lai-seu-ka (Alaska) does not appear in our 

training data4, but does appear in our testing data. If we perform 

morpheme-level learning, al-lai-seu-ka is classified as OOV. 

However, each separate syllable (al, lai, seu, ka) does appear in 

the training data, meaning all four syllables are not classified as 

OOV 5 . When we counted OOV instances in morpheme-level 

embeddings, we found approximately 10,000 unknown 

morphemes in our test data. In syllable-level embedding, OOV 

problems did not occur, except in very exceptional cases with 

sentences containing foreign language characters or unusual 

symbols. The OOV problem is known to be one of the major 

difficulties in natural language processing. Additionally, it is 

difficult to generate embedding vectors with OOV instances, 

meaning performance improvements as a result of embeddings are 

difficult to achieve. We believe the fact that syllable-level learning 

has relatively few OOV problems compared to morpheme-level 

learning has a positive effect on our system.  

The use of syllables also has strong points when compared to 

the use of characters. Characters and syllables are similar in that 

they are both sub-word information, but syllables are different in 

that they have their own meanings in many cases. For example, in 

the word “internet,” the syllable “net” has its own meaning, while 

each character (i, n, t, e, r, n, e, t) has relatively less meaning. In 

particular, Korean syllables connote their own meaning in a large 

number of cases because there are many Korean words with 

Chinese origins 6 . For example, consider the Korean word of 

Chinese origin “자전거[ja-jeon-geo] (自轉車 in Chinese characters)” 

(bicycle). “자[ja, 自]” connotes the meaning of “oneself,” “전[jeon, 

轉]” connotes the meaning of “roll,” and “거[geo, 車]” connotes the 

meaning of “vehicle7.” However, each character (ㅈ, ㅏ, ㅈ, ㅓ, ㄴ, 

ㄱ, ㅓ) has no explicit or implicit meaning. Therefore, we 

concluded that syllable-based learning is suitable for Korean 

morpheme analysis.  

Figure 1 presents the two-step process for our system: a 

syllable-level learning step (Step-1) and morpheme recovery step 

(Step-2). 

                                                 
3 Eojeol accuracy (details in Section 5.1) 
4 Here, the training data includes both the embedding corpus (details in 

Section 3.3) and CorpusLa training data (details in Section 5.1).  
5 Because OOV is a morpheme unit in morpheme-level learning, OOV is 
considered as a syllable unit in syllable-level learning. 
6 https://en.wikipedia.org/wiki/Sino-Korean_vocabulary 
7 It is clear that a morpheme, not a syllable, is a meaningful morphological 
unit that cannot be further divided semantically. However, we are stating that 

Figure 1. Two-step process of the proposed system. Four syllables, 

in-ter-net-eui, which are given as examples of input data, mean “of internet.” 

As a learning method, we utilize bidirectional LSTM with a 

conditional random field (CRF) layer (Bi-LSTM-CRF), which is 

currently known as one of the most promising methods for 

sequence labeling tasks (Ma and Hovy, 2016). Each syllable, 

which serves as the input for Bi-LSTM-CRF, is represented as a 

syllable distribution pattern. Syllable distribution patterns are 

composed of syllable embedding vectors. We expand these 

patterns by utilizing syllable-level morpheme distributions for 

better performance. Because multiple morphemes can contain the 

same syllable (e.g., both ha-neul, a common noun that means “sky,” 

and ha-yan, an adjective that means “white,” contain the same 

syllable, ha), we believe that syllable-based morpheme 

distributions can provide accurate results. We generate a 123-

dimensional morpheme distribution vector for each syllable and 

then associate these vectors with 64-dimensional syllable 

embedding vectors (details in Section 3.3). As a result, the 

proposed syllable distribution pattern has 187 dimensions and is 

utilized as the input for Bi-LSTM-CRF.  

Because the output tags of Bi-LSTM-CRF were defined by 

considering morpheme recovery (details in Section 3.2), a 

morpheme restoration process can be performed immediately. 

However, for the sake of performance improvement, we also 

applied pre-analyzed dictionaries, which were automatically 

generated from a training corpus (details in Section 4). Finally, 

experimental results reveal outstanding performance for the 

proposed method with an F1-score of 98.65%.  

The remainder of the paper is organized as follows. Section 2 

briefly introduces related work. Sections 3 and 4 describe the 

a POS tagging unit can be divided in many different ways from the viewpoint 
of etymology. In the above case, each syllable, ja, jeon, and geo, has its own 

implicit meaning. However, the fact that ja-jeon-geo (bicycle) is tagged as 

only one part of speech (general noun), rather than three parts of speech, 
remains unchanged. To summarize, the reason why we utilize syllables for 

POS tagging is not because they are more sound units, but because they are 

sub-word units that are likely to have their own meanings. 



syllable-level learning step and the morpheme recovery step, 

respectively. Section 5 reports our experimental results. Finally, 

Section 6 presents our conclusions. 

2. Related Work  

The proposed system was built with Bi-LSTM-CRF. In recent 

years, Bi-LSTM (Graves and Schmidhuber, 2005) networks have 

been utilized for various natural language processing tasks. Plank 

et al. (2016) compared Bi-LSTMs to traditional POS taggers 

across different languages and data sizes. Huang et al. (2015) 

proposed a variety of LSTM-based models for sequence tagging. 

Ballesteros et al. (2015) presented extensions to a continuous-state 

dependency parsing method that make it applicable to 

morphologically rich languages. 

Word representations have been proven to be very important 

resources. Wang et al. (2015) explored word embedding and 

utilized Bi-LSTMs for POS tagging. Character-level 

representations have also been of great interest. Sutskever et al. 

(2011) first introduced character embedding for language 

modeling. Santos and Zadrozny (2014) proposed character-level 

representations to perform POS tagging. Labeau et al. (2015) 

evaluated German character embedding. Chiu and Nichols (2016) 

studied the automatic detection of word- and character-level 

features, eliminating the need for most feature engineering. In this 

paper, we focus on syllable-level representations instead of word- 

or character-level representations.  

We compare the performance of our system to three previous 

POS tagging systems.  Shin and Ock (2012) reported an accuracy 

of 96.76% utilizing a hidden Markov model. Lee (2013) described 

a joint model for Korean word spacing and POS tagging utilizing 

a structured support vector machine and reported an F1-score of 

98.03%. Na (2015) presented a two-stage discriminative approach 

with a morpheme segmentation stage and POS tagging stage 

utilizing a CRF model. 

3. Syllable-level Learning 

This section describes how we perform syllable-level learning 

(Step-1 in Figure 1).  

3.1. Syllable-level Learning 

Our learning method is Bi-LSTM-CRF, as shown in Figure 2. 

Figure 2. Bi-LSTM-CRF model 

We trained our networks utilizing the backpropagation 

algorithm based on stochastic gradient descent with a learning rate 

of 0.01. We utilized dropout training by applying a dropout mask 

to the final embedding layer, just before the input to Bi-LSTM 

(iteration: 100). The CRF layer (with unigram CRF loss) is 

represented by lines that connect consecutive output layers. 

3.2. Output labels  

Labels such as B-B-NNG or E-B-JKG in Figure 2 are the output 

labels of Bi-LSTM-CRF. Before describing these labels, it is 

necessary to specify the meaning of eojeol. 

▪ Eojeol: the spacing unit in the Korean language, delimited by 

a whitespace. An eojeol may consist of not only one morpheme, 

but also two or more morphemes.  

As mentioned in the introduction section, two or more 

morphemes can be placed in a single-spacing unit in Korean. For 

example, an eojeol, such as in-ter-net-eui, which is shown in 

Figures 1 and 2, consists of two morphemes. One is a noun (in-ter-

net) and the other is a josa (eui), whose meaning is “of.”  

▪ Josa: Korean postposition (functional word). Korean 

postpositions are suffixes or short words in Korean grammar that 

immediately follow a noun or pronoun (https://en.wikipedia.org 

/wiki/Korean_postpositions).  

Consider the above information, the Bi-LSTM-CRF output 

label for a syllable consists of three types of information, as shown 

in Figure 3. 

Figure 3. Output label 

In Figure 3, eBIE and mBI indicate the positional information 

within the current eojeol and morpheme, respectively. Here, the 

symbols B, I, and E indicate the first, middle, and last syllable, 

respectively.  

The reason we utilize E only in eBIE and not in mBI is 

discussed below. The positional information within an eojeol is 

considered to be important in the analysis of Korean language. One 

reason for this is the use of the josa, which must be located at the 

end of the current eojeol. For example, when eui is the beginning 

syllable of an eojeol, it cannot be a josa. In contrast, when it is the 

last syllable of an eojeol, the probability that it is a josa is 

approximately 98% in our corpus. In repeated experiments, eBIE 

always resulted in better performance than eBI. However, contrary 

to our initial expectations, we found that performance is slightly 

worse with mBIE than with mBI. We speculate that the use of 

mBIE greatly increases the total number of syllable/label 

combinations, which results in data sparseness problems. 

Therefore, the final output label is defined as a sequence of eBIE, 

mBI, and a POS tag, as shown in Figure 3. Because positional 

information (i.e., eBIE and mBI) for output tags is defined by 

considering morpheme recovery (Step-2), a morpheme restoration 

process can be performed immediately.  

3.3. Syllable distribution pattern 

In syllable-level learning, each input syllable is represented as 

a syllable distribution pattern, which is the concatenation of the 

syllable embedding vector (left) and syllable-level morpheme 

distribution vector (right), as shown in Figure 4. For a syllable, the 

left vector contains the positional information within eojeols (eBIE) 

and the right vector contains the positional information within 

morphemes (mBI). 



 

Figure 4. Syllable distribution pattern 

Syllable embedding: We performed unsupervised learning of 

syllable-level embedding. We utilized a combination of a syllable 

and eBIE as embedding tokens. Table 1 summarizes the syllable 

embedding environment.  

Table 1. Syllable embedding environment 

Embedding tool 
Word2vec (https://code.google.com/p/word2vec/) 

Model: continuous back-of-words 

Corpus 
Naver news data (http:// www.naver.com)  

Size: 11.5 GB 

Embedding token 
“syllable/eBIE”  

e.g., “in/B,” “ter/I,” “net/I,” “eui/E” 

# of tokens 

approximately 3.9 billion tokens  

- 18,514 unique tokens 

- 7,370 unique syllables (without eBIE) 

Embedding results 64-dimensional vectors  

 

Syllable-level morpheme distribution: The right side of the 

proposed syllable distribution pattern consists of a syllable-level 

morpheme distribution that was computed from our training 

corpus (Sejong corpus), as shown in the upper-right portion of 

Figure 1. This distribution implies the relationship between a 

syllable and various parts of speech. For example, the syllable 

“하[ha]” can be found in ha-neul (sky, noun) or ha-yan (white, 

adjective). It can also be found in gong-bu-ha-da (study, verb). As 

another example, the syllable “인[in]” can be found in in-gan 

(human, noun) or jan-in-han (cruel, adjective). It can also be found 

in sseu-in-da (be used, verb). In combination with mBI and POS 

together, we calculated the probability values per syllable utilizing 

a softmax function. In addition to the softmax function, we 

performed experiments utilizing several other functions, such as 

okapi, maximum entropy, and the reciprocal of entropy. We finally 

decided to utilize the softmax function because it resulted in the 

best performance. Table 2 lists the morpheme distributions of ha 

and in. 

Table 2. Morpheme distributions of ha and in  

                          

Syllable 

mBI-POS 

ha 

softmax (count) 

in 

softmax (count) 

B-NNG (noun) .0560 (779) .2123 (1,841) 

I-NNG .0329 (458) .2614 (2,266) 

B-NNP (pronoun) .0102 (142) .0227 (197) 

I-NNP .0074 (103) .0349 (299) 

B-VA (adjective) .0011 (15) .0001 (1) 

I-VA .1328 (1,847) .0006 (5) 

B-JKB (adverbial josa) .0007 (10) .0000 (0) 

… … … 

SUM 1.0000 (13,907)8 1.0000 (8,670) 

 

A total of 123 softmax values were calculated per syllable: 42 

(POS tags) * 2 (mBI) + 39 (special tags specialized for Korean 

                                                 
8 The listed values are calculated based on the training data from CorpusLa 

(CorpusLa will be introduced in Section 5.1). For example, the syllable ha 
appears 13,907 times in the training data. The number of times that this 

syllable was found at the beginning of common nouns is 779 (softmax: 

0.0560). Finally, the morpheme distribution of ha is a 123-dimensional vector 
of (0.0560, .0329, .0102, …). 

morphological analysis). The morpheme distribution vectors were 

determined based on these values. Next, the 64-dimensional 

syllable embedding vectors and 123-dimensional morpheme 

distribution vectors were concatenated. Finally, 187-dimensional 

syllable distribution patterns were obtained and utilized as the 

input of Bi-LSTM-CRF.  

4. Morpheme recovery 

This section describes how we produce final POS tagging 

results by restoring morphemes from syllable-level learning 

outputs (Step-2 in Figure 1). As mentioned previously, the output 

labels of Bi-LSTM-CRF are defined by considering morpheme 

recovery (Section 3.2), meaning the morpheme restoration process 

can be performed immediately according to the rules of the output 

labels. For example, the output labels of in-ter-net-eui, are B-B-

NNG, I-I-NNG, I-I-NNG, and E-B-JKG, as shown in Figure 1. 

The eBIE sequence is “B, I, I, E.” This sequence indicates that all 

four input syllables (in, ter, net, and eui) are placed in order in one 

eojeol. The mBI sequence is “B, I, I, B.” This sequence indicates 

that two parts of speech are placed in order in the eojeol: a three-

syllable noun (NNG) and one-syllable josa (JKB). In other words, 

because the output labels contain eojeol and morpheme position 

information, morpheme recovery can be performed immediately, 

even if we do not utilize any pre-analyzed dictionaries. The 

dictionaries that were automatically generated from the training 

corpus were utilized for performance improvements, as shown in 

Figure 5 and Table 3. For each language, various types of 

dictionaries considering characteristics of the language can be 

defined and utilized to correct errors from the previous step.  

Figure 5. Morpheme restoration 

 

Table 3. Pre-analyzed dictionaries9 

Corpus 

The Sejong corpus excluding development/test 

data (http://www.sejong.or.kr) 

Size: approximately 10 million eojeols 

Dictionaries  

(# of elements) 

Noun dictionary (169,005) 

Eojeol dictionary (1,760,959) 

Irregularity morpheme dictionary (15,731) 

 

We believe that a noun dictionary will play a significant role in 

any language. For example, in our experiments, we found that Bi-

LSTM-CRF tagged “seu-pe-in-…” (Spain …) as “seu/B-B-NNG 

+ pe/I-I-NNG + in/I-I-NNG + …” If interpreted only from the 

9 Elements with ambiguities are not included in the dictionaries. For example, 

the noun bi (a common noun that means “rain”) is not included in the noun 
dictionary because we found sentences in which bi was a proper noun 

indicating a Korean singer (whose English name is “Rain”). 



output labels, this output sequence is later changed to “seu-pe-

in/NNG + …” (NNG: common noun). Contextually, a word 

representing a place may be a common noun or proper noun. 

Therefore, it is not unreasonable that Bi-LSTM-CRF tagged seu-

pe-in as a common noun. However, the correct tag of seu-pe-in is 

NNP (proper noun). The noun dictionary contains an element of 

“seu-pe-in/NNP” and can correct this error, as well as other similar 

noun errors. In addition to common/proper noun errors, we found 

that many errors related to compound nouns were corrected by the 

noun dictionary. However, we found that other POS dictionaries, 

such as a verb dictionary or josa dictionary, had little effect in 

terms of performance improvement. We also utilized an eojeol 

dictionary and irregularity morpheme dictionary by observing 

Korean characteristics. In place of the eojeol dictionary, a phrase 

dictionary or word bi-gram (or tri-gram) dictionary can be utilized 

for other languages. The irregularity morpheme dictionary is 

utilized for syllable decomposition cases in Korean morphological 

analysis.  

5. Experiments  

5.1. Experimental settings 

We utilized three evaluation measures. The first measure is 

accuracy at the syllable level, as shown in Equation (1). We 

utilized this measure evaluate the output of our intermediate stage 

(Step-1).  

 

𝑆𝑦𝑙𝑙𝑎𝑏𝑙𝑒 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
# 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑠𝑦𝑙𝑙𝑎𝑏𝑙𝑒𝑠  

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑠𝑦𝑙𝑙𝑎𝑏𝑙𝑒𝑠 
            (1) 

 

To measure the final POS tagging performance (Step-2), we 

utilized two measures: accuracy at the eojeol level and F1-score at 

the morpheme level, as shown in Equations (2) and (3). To the best 

of our knowledge, toke) accuracy is utilized in many other 

languages, including English. In English, words are separated by 

white spaces. Because the number of POS tags and system-tagging 

tags are same, the meaning of accuracy is clear. However, in 

Korean, there are many cases where a spacing unit (i.e., eojeol) 

consists of two or more consecutive morphemes. When calculating 

token accuracy, the denominator is the total number of tags. 

However, the number of answer tags and number of tags identified 

by the system can differ in Korean POS tagging, meaning it is 

difficult to determine the denominator value for the token accuracy 

calculation. In contrast, eojeols are separated by spaces, meaning 

the number of eojeols is fixed. This is why Korean POS tagging 

studies utilize eojeol accuracy instead of token accuracy. 

Additionally, to measure morpheme-level performance, 

morpheme F1-score is commonly used.  

 

 𝐸𝑜𝑗𝑒𝑜𝑙 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
# 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑎𝑛𝑎𝑙𝑦𝑧𝑒𝑑 𝑒𝑜𝑗𝑒𝑜𝑙𝑠 

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑒𝑜𝑗𝑒𝑜𝑙𝑠 
         (2) 

 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
# 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑚𝑜𝑟𝑝ℎ𝑒𝑚𝑒𝑠 

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓  𝑚𝑜𝑟𝑝ℎ𝑒𝑚𝑒𝑠 𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒𝑑 𝑏𝑦 𝑡ℎ𝑒 𝑠𝑦𝑠𝑡𝑒𝑚 
 

𝑅𝑒𝑐𝑎𝑙𝑙 =
# 𝑜𝑓 𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦 𝑚𝑎𝑡𝑐ℎ𝑒𝑑 𝑚𝑜𝑟𝑝ℎ𝑒𝑚𝑒𝑠 

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑚𝑜𝑟𝑝ℎ𝑒𝑚𝑒𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑎𝑛𝑛𝑜𝑡𝑎𝑡𝑒𝑑 𝑐𝑜𝑟𝑝𝑢𝑠
 

 

𝐹1 − 𝑠𝑐𝑜𝑟𝑒 =
2∗𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙 
                           (3) 

 
For syllable embedding, we utilized the word2vec tool with 

11.5 GB of Naver news data (described in Table 1). For syllable-

level sequence tagging, we implemented Bi-LSTM-CRF utilizing 

TensorFlow (http://www.tensorflow.org/). The pre-analyzed 

dictionaries were automatically created from the Sejong corpus 

(shown in Table 3). Our entire experiment procedure required no 

manual tagging. All data resources (eBIE tagged corpus for 

word2vec training, mBI-POS tagged corpus for morpheme 

distributions, and pre-analyzed dictionaries for morpheme 

recovery) were automatically constructed from Naver news data 

(for word2vec training) and the Sejong corpus (for morpheme 

distributions, pre-analyzed dictionaries, and Bi-LSTM-CRF inputs) 

based on simple rules.  

We constructed two different sizes of datasets, which we call 

CorpusSm (smaller set) and CorpusLa (larger set), by extracting 

data from the Sejong corpus. This was done to analyze the 

correlation between the amount of training data and final 

performance. For each dataset, we randomly extracted 80% of the 

data for training and the remaining 20% were utilized for testing. 

We utilized 586 sentences that were randomly selected from the 

training data of CorpusSm as our validation set.  

Table 4 lists the sizes of the two datasets and Table 5 details the 

POS distribution of the Sejong corpus. 

Table 4. Sizes of datasets 

Count 

Two different sizes of 

datasets 

CorpusSm CorpusLa 

Eojeol 50,000  500,516 

Sentence 2,928  33,841 

Syllable 820,692 8,590,998 

 

Table 5. Sejong corpus statistics 

Count Total # Unique # 

Eojeol 10,468,072 - 

Sentence 903,459 - 

Syllable 37,454,621 5,890 

POS 

Noun 

Common (NNG)  4,478,483   98,677  

Proper (NNP)  528,074   70,882  

Other (NNB, NP, …)  742,589   9,581  

Verb (VV)  2,225,179   15,635  

Adjective (VA)  728,587   4,826  

Adverb (MA)  704,585   6,245  

Josa (JKS, JKC, JKG, …)  4,113,842   33,419  

Foreign/special (SL, SW, 

…) 
 2,138,212   58,431  

…  6,658,375   16,429  

 
5.2. Experimental evaluation of Step-1 

In this section, we analyze the syllable-level outputs of Bi-

LSTM-CRF (Step-1). To evaluate the syllable-level outputs, we 

created a separate version of the Sejong corpus at the syllable level 

by applying a few simple rules to the corpus. For example, “in-ter-

net/NNG + eui/JKG” in the original corpus was automatically 

transformed into “in/B-B-NNG + ter/I-I-NNG + net/ I-I-NNG + 

eui/E-B-JKG” in the syllable-level version of the corpus. The 

output of Bi-LSTM-CRF was evaluated based on this corpus. To 

save learning time, we utilized only CorpusSm in this step. The 

accuracy values listed in Tables 6 and 7 were computed based on 

CorpusSm. Table 6 compares four types of syllable embedding 

vectors. Because these performance values were measured prior to 

morpheme recovery, they are all syllable accuracy values.  



Table 6. Comparative results between different syllable 

embedding vectors (%) 

Syllable embedding vector  

Syllable  

Accuracy 

(%) 

RA: Random vector10  89.64 

Embedding 

E1: without eojeol information  

e.g., in, ter, net, eui 
83.22 

E2: with eBI  

e.g., in/B, ter/I, net/I, eui/I 
95.02 

E3: with eBIE  

e.g., in/B, ter/I, net/I, eui/E 
95.04 

 

As shown in Table 6, random vectors (RA) resulted in good 

performance with 89.64% accuracy. Among the three types of 

embeddings (E1, E2, E3), we achieved much better performance 

with eojeol information (E2 and E3) than without such (E1). 

Between E2 and E3, E3 resulted in slightly better performance. 

Therefore, we selected E3 as our final syllable embedding vector. 

Compared to RA, E3 achieved 5.4% higher accuracy.  

Next, we expanded E3 with morpheme distributions. Table 7 

lists the results. As shown in Table 7, E3 itself achieved 

outstanding performance with a syllable accuracy of 95.04%. 

Additionally, E3 achieved better performance with morpheme 

distributions, especially when okapi (E3+MO) and softmax 

(E3+MS) were utilized. Because there was little difference 

between the two distributions, we utilized both in the following 

experiments. 

Table 7. Comparison of different syllable distribution patterns 

(%) 

Syllable distribution pattern  

(function utilized for morpheme distribution 

calculation) 

Syllable  

accuracy 

E3 only  95.04 

E3 + 

morpheme 

distribution  

E3 + ME (the reciprocal of entropy) 94.01 

E3 + MM (maximum entropy) 95.50 

E3 + MO (okapi) 95.67 

E3 + MS (softmax) 95.66 

 
5.3. Experimental evaluation of Step-2 

In this section, we analyze the performance of our method after 

morpheme recovery (Step-2). In Step-1, Bi-LSTM-CRF achieved 

outstanding syllable-level performance with syllable accuracies of 

95.67% (E3+MO) and 95.66% (E3+MS). Through the morpheme 

restoration process in Step-2, we achieved the final results listed 

in Table 8. We utilized both CorpusSm and CorpusLa to analyze 

performance differences based on the amount of learning data.  

Table 8. Final POS tagging results (%) 

Corpus 

Syllable 

distribution 

pattern 

Step-1 Step-2 

Syllable  

accuracy 

Eojeol  

accuracy 
F1-score 

CorpusSm 
E3+MO  

E3+MS  

95.67 

95.66 

97.67 

97.61 

98.24 

98.15 

CorpusLa 
E3+MO  

E3+MS  

97.08 

97.12 

97.97 

98.04 

98.59 

98.65 

 

First, when comparing the Step-1 results, CorpusLa achieved 

better performance at 97% accuracy compared to CorpusSm at less 

                                                 
10 Random vectors are generated by random.uniform function (low:-1.0, 
high:1.0) in TensorFlow. 

than 96% accuracy. We believe this is because the large data size 

of CorpusLa affected deep learning performance. 

Next, when comparing the Step-2 results, E3+MO resulted in 

slightly better performance than E3+MS when utilized CorpusSm. 

However, with CorpusLa, E3+MS resulted in superior 

performance in terms of all three evaluation measures. Therefore, 

we selected E3+MS as our final syllable distribution pattern. 

Finally, we achieved outstanding results with an eojeol accuracy 

of 98.04% and F1-score of 98.65%. It should be noted when we 

did not utilize pre-analyzed dictionaries, the final performance was 

an eojeol accuracy of 95.82% and F1-score of 97.02%. These 

results reveal that we successfully defined pre-analyzed 

dictionaries. 

To test the significance of differences, we did a macro t-test that 

compares two methods using the paired F1 values for individual 

categories (Yang and Liu, 1999). We compared the proposed 

method with two baseline systems. The first baseline system uses 

random vectors for syllable embedding, and it does not use any 

pre-analyzed dictionary or any syllable-level morpheme 

distribution. The second baseline is almost similar to the proposed 

method, except that it does not use syllable-level morpheme 

distribution. We considered each POS tag to be a category, and 

calculated the F1-score for each of the 42 POS tags. The results 

showed that the proposed method was statistically significantly 

better than both of the first and second baseline systems, p < 0.01 

and p < 0.05, respectively.  

 

Table 9 compares the proposed method to three previous 

methods. One can see that the proposed method achieved the best 

performance. This proves that we have successfully implemented 

a POS tagging system utilized the proposed syllable distribution 

patterns and Bi-LSTM-CRF.  

Table 9. Comparison of results with previous POS tagging 

studies (%) 

Studies 
Data 

source 

Eojeol 

accuracy 
F1-score 

Shin and Ock (2012) Sejong 96.76 - 

Lee (2013) Sejong - 98.03 

Na (2015) Sejong 95.22 97.21 

Proposed (CorpusSm) Sejong 97.61 98.15 

Proposed (CorpusLa) Sejong 98.04 98.65 

 

The proposed system has several advantages and achieved 

superior performance. By utilizing Bi-LSTM-CRF, we did not 

require a separate task for feature engineering. The dictionaries for 

morpheme recovery were generated automatically from training 

data, as were the morpheme distribution vectors. Additionally, our 

system utilizing syllable representations is robust. It is relatively 

free from OOV problems and data sparseness problems. It is also 

expected to perform well with small training datasets, such as 

CorpusSm. Finally, the proposed system is easy to implement and 

we expect our method to be easily applicable to other systems. 

6. Conclusions 

This paper presented a novel deep-learning-based method for 

POS tagging with syllable-level learning. We utilized syllable 

embedding vectors as syllable representations and expanded the 

vectors with morpheme distributions. We then utilized Bi-LSTM-



CRF to generate syllable-level outputs. Finally, a morpheme 

restoration process with pre-analyzed dictionaries completed the 

proposed system. Experimental results demonstrated that the 

proposed method can be effectively applied to POS tagging tasks 

and other sequence labeling systems.  

For future work, we plan to conduct further experiments with 

much larger datasets (e.g., 1, 2, and 3 million or more samples). 

Additionally, we plan to port our system to other application areas. 

Appendix: The brief concept of Bi-LSTM 

LSTM (Hochreiter and Schmidhuber, 1997) operates a 

sequential data and is a variant of RNN (recurrent neural network). 

RNNs take a sequence of vectors as input and return a new 

sequence that represents some information about the sequence at 

every step. Although RNNs can learn long dependencies in theory, 

they tend to be biased towards their most recent inputs in the 

sequence in practice. LSTMs have been designed to overcome 

such shortcoming by incorporating a memory cell and have been 

shown to capture long dependencies. Thus they use several gates 

that control the proportion of the input to give to the memory cell, 

and the proportion from the previous state to forget (Lample and 

Ballesteros, 2016). We used the following implement for the 

LSTM memory cell: 

 

𝑖𝑡 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑊𝑥𝑖𝑥𝑡 + 𝑊ℎ𝑖ℎ𝑡−1 + 𝑊𝑐𝑖𝑐𝑡−1 + 𝑏𝑖) 

�̃�𝑡 = 𝑡𝑎𝑛ℎ(𝑊𝑥𝑐𝑥𝑡 + 𝑊𝑥𝑐𝑥𝑡 + 𝑊ℎ𝑐ℎ𝑡−1 + 𝑏𝑐) 

𝑐𝑡 = (1 − 𝑖𝑡)⨀𝑐𝑡−1 + 𝑖𝑡⨀�̃�𝑡 

𝑜𝑡 = 𝑠𝑖𝑔𝑚𝑜𝑖𝑑(𝑊𝑥𝑜𝑥𝑡 + 𝑊ℎ𝑜ℎ𝑡−1 + 𝑊𝑐𝑜𝑐𝑡 + 𝑏𝑜) 

ℎ𝑡 = 𝑜𝑡⨀𝑡𝑎𝑛ℎ(𝑐𝑡) 

 

where ⊙ is the element-wise product. In the equations, the 

lowercase variables represent vectors: input gate’s activation 

vector i, output gate’s activation vector o, memory cell state vector 

c, and bias vector b. The uppercase variable, W, indicates the 

weight matrix. For a given sentence (x1, x2, …, xn) containing n 

tokens (n syllables in our experiments), LSTM computes the 

hidden state vector, also known as output vector of the LSTM unit, 

ht, at every token t, and returns a sequence (h1, h2, …, hn).  

The basic idea of Bi-LSTM is to present each training sequence 

forwards and backwards to two separate LSTMs (Graves and 

Schmidhuber, 2005). The final hidden state of the Bi-LSTM model 

is obtained by concatenating its forward and backward 

representations, ℎ𝑡 = [ℎ𝑡
⃗⃗  ⃗; ℎ𝑡

⃖⃗ ⃗⃗ ].  
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