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Foundation of Probability theory 

 Two schools of thought 

 Frequentist 

 Probability is within a framework of repeatable random experiments. 

 Probability of an event is defined as the limiting proportion of times the event would       
occur given many repetitions. 

 Ex) 

 Probability of a coin landing on heads by measuring the proportion of times a fair coin lands on  
its head out of the total times it is tossed. 

 Application of the frequentist approach is limited to scenarios where frequent repetitions of the  
same random experiment are possible. 

 

 Baeysian Statistics 

 To allow the incorporation of subjective knowledge, such as historical information from  
similar experiments as the one under study, information from experiments related to the 
one under study, an educated guess about outcomes, or even, subjective beliefs of the  
investigator related to the problem under study. 

 These so-called prior probabilities are then updated in a rational way after data are         
collected. 

 Ex) 

 explosive growth in recent years, with many applications in areas of science, economics,          
engineering and other fields 
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Foundation of Probability theory 

 Fundamental Rules of Probability 

 Rule 1: Probability is always positive 

 Rule 2: For a given sample space, the sum of probabilities is 1 

 Rule 3: For disjoint (mutually exclusive) events, P (A∪B)=P (A) + 

P (B) 

 

 Fundamental Principle of Counting 

 Permutations (Order is Important) : 

 

 Combinations (Order is Not Important) 

 

 Introducing the Gamma function 
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Foundation of Probability theory 

 Random Variables 

 Probability is based on observing random outcomes of an experiment. 

 to model these outcomes using mathematical functions, we use         

variables called “random variables”.  

 Random variables assign a numerical value to each outcome of an     

experiment. 

 Ex) the RNA sequence  

               AUGCUUCGAAUGCUGUAUGAUGUC 
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Foundation of Probability theory 

 Probability Distributions and Densities 

 Every random variable has an associated probability distribution         

function.  

 This function is called a probability mass function in the case of a discrete random 

variable or  

 Probability density function in the case of a continuous random variable. 

 All random variables (discrete and continuous) have a cumulative      

distribution function, or CDF.  

 The CDF is a function giving the probability that the random variable X is less than 

or equal to x, for every value x, and models the accumulated probability up to that 

value. 

 Ex) the RNA sequence  
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Foundation of Probability theory 

 Parameters 

 The most general definition of a parameter is “some constant” involve

d in a probability distribution, which although vague is actually a good 

definition. 

 Parameters serve to frame how a probability model fits. 

 

 Parameters represent characteristics of the model they are used in an

d usually are classified as different types, such as shape, scale and lo

cation. 

 

 Some distributions have all three types of parameters, some have one and some h

ave two.  

 Fitting a distribution is an art and science of utmost importance in probability model

ing.  

 The idea is you want a distribution to fit your data model “just right” without a fit tha

t is “overfit”.  
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Foundation of Probability theory 

 Parameters 

 Shape Parameters 
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Foundation of Probability theory 

 Parameters 

 Scale Parameters 

 

 

 

 

 

 

 

 

 

 Location Parameters 
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Univariate Distributions 

 Univariate discrete distributions  

 are standard probability models that utilize a discrete random variable 

to define the outcomes of an experiment. 

 Binomial Distribution 

 The foundation for the binomial distribution is the Bernoulli random    

variable. 

 A Bernoulli random variable arises in an experiment where there are only two        

outcomes, generally referred to as “success” and “failure”.  

 

 we can extend it to work for more than one trial by changing the exponents to         

n=the number of trials and k=the number of successes as follows: 

 

 number of such sequences with k ones and n-k zeros is 
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Univariate Distributions 

 The effect of Changing the Values of p in Binomial Distribution 
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Univariate Distributions 

 Poisson Distribution 

 The Poisson is one of the most utilized discrete probability distributions 

 

 Mathematically the Poisson is actually a limiting case of the binomial. 

 In general, the Poisson is used to model the counts of events occurring 

randomly in space or time.  

 

 Simple real world examples  

 typing errors on a page. 

 the number of accidents occurring at an intersection in a given time period. 

 the number of discarded products made by a manufacturing process. 
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Univariate Distributions 

 Poisson Distribution 

 In a random process, there will be lambda events per unit time interval 

 

 Ex) the error rate is one mistake per 10,000 base pairs, 2000 base pair regions at a 

time. 

 n=2000, p = 1/10,000, multiply n*p, or 2000*(1/10,000) which results in a rate of 0.2 

mistakes per 2000 base pairs so lambda is 0.2. 

 

 

 

 Poisson Distributions  

  with Different Lambda Values 
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Univariate Distributions 

 Univariate Continuous distributions  

 Univariate Normal Distribution (Gaussian distribution) 

 The normal distribution is the typical bell curve distribution used to characterize    

many types of measurable data such as height, weight, test scores, etc. 

 

 

 

 the location and scale parameters correspond to the mean and standard deviation, 

respectively 

 it is easily standardized to a standard scale 

 If X is a continuous random variable with mean mu and standard deviation sigma it can  

be standardized by transforming X to Z where Z is a normally distributed variable with      

mean 0 and standard deviation 1 

 The transformation of X to Z 
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Univariate Distributions 

 Univariate Continuous distributions  

 Univariate Normal Distribution (Gaussian distribution) 
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Univariate Distributions 

 Univariate Continuous distributions  

 Gamma Family 

 The gamma family consists of a few related distributions including the gamma 

distribution, the exponential distribution and the Chi-Square distribution 

 The base distribution of the family is the gamma distribution 

 To provide a versatile model for working with continuous data that may not be normally 

distributed. 

 Popular applications of the gamma distribution are to measurements of time until failure, 

concentrations of pollutants, etc 

 Only defined for positive real numbers and it takes different forms depending on the 

parameter values 

 

 

 

 

 The only things in the equation besides the familiar mathematical terms “x” and “e” are 

two parameters – alpha and beta  

  Alpha is the shape parameter and beta is the scale parameter 
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Univariate Distributions 

 Univariate Continuous distributions  

 Gamma Family 
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Univariate Distributions 

 Univariate Continuous distributions  

 Gamma Family 

 The mean of the gamma distribution is equal to alpha * beta and the variance 

(=standard deviation squared) is related to alpha and beta by being equal to 

alpha*beta2. 
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Univariate Distributions 

 Univariate Continuous distributions  

 Exponential Distribution 

 The exponential distribution, famous for modeling survival times, is just a special 

case of the gamma distribution where the shape parameter, alpha = 1 

 

 

 

 

 Chi Square Distribution 

 Another gamma distribution variant 

 The Chi-Square distribution always uses a value of beta=2 for the scale parameter 

and a value of alpha=k/2 for the shape parameter where k is the number of 

“degrees of freedom” 
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Univariate Distributions 

 Univariate Continuous distributions  

 Beta Family 

 Like the gamma family, the beta family is group of distributions that use alpha and 

beta parameters. 

 

 

 

 One very important thing to note – the range of x in the equation for the beta 

probability density is clearly denoted as being between 0 and 1 

 The beta function is used to model data measured as proportions. 

 Unfortunately the interpretation of the parameters with the beta are not as clear as 

with the gamma, and with the beta distribution, the alpha and beta parameters are 

sometimes referred to as the “shape 1” and “shape 2” parameters.  
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Univariate Distributions 

 Univariate Continuous distributions  

 Beta Family 
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Probability and Distributions with Multiple Variables 

 Expanded Probability Concepts 

 Conditional Probability 

 Conditional probability is a powerful concept that allows us to calculate the 

probability of an event given that some prior event, which we have probability 

information about, has occurred.  

 Using the concept of conditional probability allows us to solve problems where 

“things happen sequentially” with rather simple probability models, instead of 

complicated mathematical models 

 Understanding conditional probability is an essential foundation for Bayesian 

statistics. 
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Probability and Distributions with Multiple Variables 

 Expanded Probability Concepts 

 Using Trees to Represent Conditional Probability  

 

 

 

 

 

 

 

 Independence 
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Probability and Distributions with Multiple Variables 

 Expanded Probability Concepts 

 Joint and Marginal Probability 
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Probability and Distributions with Multiple Variables 

 Expanded Probability Concepts 

 The Law of Total Probability  

 The law of total probability provides a method of calculating the probability of an 

event, which we’ll denote by A, by conditioning on a set of mutually exclusive and 

exhaustive events, which we’ll denote by B1,B2,…,Bn. 

 

 

 

 

 

 

 

 To calculate the marginal probability of A in the first nucleotide position:  

 P (A in position 1) = P(A in P1Ç  A in P2) +  P(A in P1Ç  T in P2) + P(A in P1Ç  C in P2) + 

P(A in P1Ç  G in P2). Doing the math, P (A in P1) is 0.3.  
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Probability and Distributions with Multiple Variables 

 Probability Distributions Involving More than One Random V

ariable 

 Joint Distributions and Marginal Distributions of Discrete Random 

Variables 
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Probability and Distributions with Multiple Variables 

 Probability Distributions Involving More than One Random   

Variable 

 

 Conditional Distributions of Discrete Random Variables 

 Conditional Distribution of Y given X=A 
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Probability and Distributions with Multiple Variables 

 Probability Distributions Involving More than One Random   

Variable 

 

 Joint, Marginal and Conditional Distributions for Continuous Variables 

 Joint probability density function (pdf) of X and Y 

 

 

 Marginal pdf of X 

 

 

 Conditional distribution 
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Probability and Distributions with Multiple Variables 

Multinomial Distribution 

 The most commonly used discrete, high-dimensional probability 

distribution 

 The multinomial is an extension of the binomial distribution 

 Two possible outcomes -> multiple possible outcomes 

 The outcome of n independent trials 

 Each trial can result in any of r different types of outcomes  

 p1+ p2 +…+ pr = 1.  

 A set of r random variables X1,X2,…,Xr : Xj=the number of outcomes of the jth type 

 Xj = xj  : x1+x2+…+xr = n 

 Any particular sequence of outcomes has probability: 

 Multinomial Coefficient: 

 

 the multinomial model 
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Probability and Distributions with Multiple Variables 

Multivariate Normal Distribution 

 The multivariate normal is a favorite distribution in multivariate 

statistics 

 The normal distribution:  

 

 The model for the joint distribution of two independent normally distributed random 

variables X and Y (aka: the bivariate normal) 
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Probability and Distributions with Multiple Variables 

 Dirichlet Distribution 

 the multivariable version of the beta distribution  

 Beta distribution: to model data in the form of proportions(values between 0 and 1) 

 X1…Xk a set of proportions noting that X1+…+Xk = 1 (and each Xi > 0).  

 he formula for the Dirichlet distribution, for k random proportions: 

 

 

 

 

 x1 and x2 with alpha=1 and alpha =2 respectively 
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An Introduction to Bayesian Data Analysis 

 Essential Difference between Frequentist and Bayesian 

 In interpreting what probability means  

 Consider the statement that “a fair coin has a probability of landing on its head of 

½” 

 Frequentist: 

 Has a objective interpretation 

 if the experiment of tossing a coin were repeated many times, the proportion of times the 

coin would land on its head would be ½ . 

 This probability value is a true, fixed measure of the chance that a coin lands on its head, 

mathematically approximated by repetitions of an experiment.  

 The probability is the arithmetic average of measurements of the experimental outcome, 

sometimes called a point estimate   

 Baysian: 

 Would not be concerned with the idea of a fixed, true proportion of times a coin lands on it

s head: there is no such thing as a fixed probability statement 

 To consider probability statements to be measures of personal degree of belief in a certain 

hypothesis 

 There are no true measures, only certain probability distributions associated with their      

subjective beliefs.  

 Look at the outcome of a coin toss as a random variable, with an associated probability    

distribution 
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An Introduction to Bayesian Data Analysis 

 Essential Difference between Frequentist and Bayesian 

 In interpreting what probability means  

 Baysian: (continue…) 

 Would first guesses on what the probability of a parameter is (in this case, the outcome of 

a coin toss).   

 This is called a prior distribution (and for the coin toss, which is a Bernoulli trial based        

experiment, a likely prior is the beta model) 

 

 The Bayesian might not choose ½  as a first guess (p success) but might choose 1/10.      

Perhaps the Bayesian has experienced in the past that coins do not land on their heads   

and has previously experimented with unfair coins 

 

 What is important is that the Bayesian first uses subjective belief to produce an initial       

model of probability distribution :  

• It is this incorporation of subjective belief into the model that distinguishes the Bayesian from the   

frequentists. 

• Bayesian may have a different belief about a prior distribution from another Bayesian’s belief of    

prior distribution for the same process. 
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An Introduction to Bayesian Data Analysis 

Why the Bayesian Approach?  

 The incorporation of subjective belief into a probability model may 

seem controversial 

 Good reasons to use the Baysian approach 

 Easier Interpretation of Parameters 

 Less Theoretical 

 Computationally Intensive 

 More Flexible 

 Deals Well with Missing Data Values 

 Effectively Models High-Dimensional Data 

 Is a Method of Learning 

 Does Not Require Large Samples 

 Some potential disadvantage of the Baysian approach 

 Criticism of Using Subjectivity in the Model 

 Misunderstood 

 Complicated?  
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An Introduction to Bayesian Data Analysis 

 Bayes’ Rule  

 The foundation of Bayesian statistics is a rather simple probability rule 

known as Bayes’ rule (the rule of inverse probability) 

 

 

 

 

 Bayesian statistics in learning comes from Using “evidence”, E, and 

“hypothesis”, H.  

 

 

 P(H) represents the prior degree of belief in the hypothesis before the evidence.   

 P(H|E) is the updated probability of belief in the hypothesis given the evidence.   

 Bayes’ rule is updating the degree of belief in the hypothesis based on the evidence 
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An Introduction to Bayesian Data Analysis 

 Bayes’ Rule  

 

 

 P(H) will be the Bayesian’s subjective belief of the proportion of times the coin will 

land on heads before the coin is flipped 

 Recall that the Bayesian would view this as a probability distribution, as a prior 

 Ex) the Bayesian believes that this proportion is ¼ . -> Beta model 

 

 
 all we need here are some alpha and beta parameters which center the distribution 

around 1/4 (or 0.25) 

 using alpha=2 and beta=5 for parameters will produce an appropriate distribution 
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An Introduction to Bayesian Data Analysis 

 Bayes’ Rule  
 Ex) the Bayesian believes that this proportion is ¼ . -> Beta model 

 Frequentist: 

 

 Bayesian: p is random variable, so there are infinitely many plausible models 

 

 

 

 To complete the right side of the proportion with our prior distribution model and our data 

distribution model 

 

 P(H) : beta model (alpha=2, and beta=5) 

 

 

 

 P(E|H):  
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An Introduction to Bayesian Data Analysis 

 Bayes’ Rule  
 Ex) the Bayesian believes that this proportion is ¼ . -> Beta model 

 

 

 

 

 

 

 alpha(new)=k+alpha(old): 5+2=7, beta(new)=n-k+beta(old): 10-5+5=10 
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An Introduction to Bayesian Data Analysis 

 Priors  

 Not just about introducing subjective knowledge into the model 

 They are about introducing previous knowledge into the model.   

 The Bayesian algorithm is all about updating previous knowledge with new 

evidence.  

 Conjugate priors 

 the choice of prior follows a convenient model pattern 

 the case with the beta prior for the binomial model 

 Conjugate priors have the property that the posterior distribution will follow the same 

parametric form as the prior distribution, using a likelihood model of a particular form as 

well (but the likelihood form is not the same as the prior and posterior form). 

 Ex) Poisson distribution with gamma as a conjugate prior 
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An Introduction to Bayesian Data Analysis 

 Priors  
 Ex) Poisson distribution with gamma as a conjugate prior 
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An Introduction to Bayesian Data Analysis 

 Conjugate Pairs  
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An Introduction to Bayesian Data Analysis 

 Evaluating the Posterior  
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An Introduction to Bayesian Data Analysis 

 Noninformative Prior 

 Uniform distribution 

 

 Normalizing Constant  

 this can be calculated so that the posterior distribution integrates to 1 
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Stochastic Processes and Markov Chains 

Our Focus 

 Providing an elementary introduction to Markov Chains for the purpose 

of utilizing them in the Markov Chain Monte Carlo methods for             

simulating posterior probability distributions for complex data models.  

 

 A Simple Case  

 Using a conjugate pair of a multinomial likelihood and Dirichlet prior   

which produce a Dirichlet posterior distribution. 
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Stochastic Processes and Markov Chains 

 Actual Problem 

 most posterior distributions of interest involving multiple variables are 

difficult to evaluate and have no easy analytical solution. 

 other areas working with high-dimensional datasets 

 we can’t evaluate directly 

 

 Clever Trick: Markov Chain Monte Carlo (MCMC) methods are the gol

den key to producing a posterior distribution that samples can be        

obtained from and high dimensional data can be studied 

 MCMC techniques simulate a posterior that can be explored. 

 We can then use the results to draw inferences about models and parameters 
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Stochastic Processes and Markov Chains 

 Stochastic Modeling 

 Models can be generally classified as stochastic or deterministic 

 Stochastic model (more statistical) 

 Uncertainty (=randomness) 

 the input components are random and the output of a stochastic model is also random 

 The results of a stochastic model are not usually determined by direct methods 

(analytical methods) but usually involve some simulation technique (such as Monte 

Carlo methods, discussed in Chapter 11).   

 Stochastic models work well in the Bayesian paradigm 

 to give a distribution of results for a distribution of scenarios 

 Deterministic model (more mathematical) 

 The input components of the model are not random 

 The output of a deterministic model is determined by the input 

 Outcome that can be computed by direct calculation or numerical approximation 

 A deterministic model is a simplified version of a stochastic model, eliminating much 

of the randomness 

 A deterministic model gives results of a single scenario 
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Stochastic Processes and Markov Chains 

 Stochastic Modeling 

 Stochastic Process 

 a stochastic mathematical model for a probabilistic experiment that evolves in time 

(or space) and generates a series of values 

 in a stochastic process, the “game” changes in time or space in some way 

 each step in the process is defined by a random variable, and  

 the entire stochastic process can be defined as a set of random variables {X1, X2, 

X3…Xn} 

 each random variable in the sequence represents the current state of the process 

 in a stochastic process the subsequently indexed random variables are not independent 

and there is some pattern of dependency from Xn to Xn+1 

 Ex) Markov Process 

 

 Markov Process 

 the set of random variables {X1, X2, X3…Xn…} models a certain process over time 

where it is assumed these random variables represent measurements (or counts) 

that were taken at regularly spaced time points 
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Stochastic Processes and Markov Chains 

 Stochastic Modeling 

 Markov Process 

 the set of random variables {X1, X2, X3…Xn…} models a certain process over time 

where it is assumed these random variables represent measurements (or counts) 

that were taken at regularly spaced time points 

 Markov processes exhibit a very special type of dependence.   

 The next value (Xn+1) depends only on the current value (Xn) 

 

 

 Classifications of Stochastic Processes  

 Time (Position)– Discrete or Continuous? 

 State Space – Discrete or Continuous?  
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Stochastic Processes and Markov Chains 

 Stochastic Modeling 

 Random Walks 

 A random walk is a simple Markov Chain 

 Given that the system is in state x (where x can be any integer value) at time n, the 

system will at time n+1 move either up, or down one point (integer) usually with 

equal probability 
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Stochastic Processes and Markov Chains 

 Stochastic Modeling 

 Random Walks 

 Underlie the theory of Markov Chains 

 Two Dimensional Random Walk Outcomes 
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 Markov Chains 

 a probability model for a Markov process that evolves in time or space 

 Some matrix math is required to compute Markov Chain probabilities 

 

 A Simple Markov Chain Model  

 Suppose a frog lives alone in a small pond with two Lilly pads and we record where 

he is every 5 minutes. 

 the frog (who is disabled and cannot swim but can only leap from pad to pad) is on 

one of the Lilly pads (state space consisting of A and B). 

 What if we know the frog is on Lilly pad A at the initial time, and we want to know 

the probability that he is on pad A in 10 minutes?  
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 A Simple Markov Chain Model  

 

 

 

 The total probability of being on pad A after two time periods given he started in pad 

A is the probability of the mutually exclusive events (disjoint events) of the first and 

second possibilities.   

 Each transitional event is independent (frog can go from A to A or A to B, these 

events are independent) so we can multiply them.  
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 A Simple Markov Chain Model  

 Transition Probabilities after Frog’s First Two Moves 

  

 

   

 

 

 After 20 jumps the frog’s position is in a so-called stationary distribution and the      

chain has converged (ended) with this stationary distribution 

 

 

 

 

 

 The meaning of P(AA) in this matrix is the probability of from A at the beginning to A 

at the end.   
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 A Simple Markov Chain Model  

 To incorporate such a “prior distribution” with “starting probability distribution” 

  

 

   

 

 

 

 

 

 

 

 By the third iteration, the starting probability distribution is converging to                   

the stationary distribution.  
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 A Simple Markov Chain Model  

 What if we used a different starting probability distribution?   

 Let’s use p=0.1 for the frog starting on pad A and p=0.9 for the frog starting on pad B 

 This alternative starting distribution also converges to the stationary probabilities 

  

 

   

 

 

 

 

 

 

 This can be interpreted as the process eventually “forgets” the starting condition an

d no matter where it starts, converges to some stationary distribution given the           

initial transition probabilities  
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 Modeling A DNA Sequence with a Markov Chain  

 specifying the Model 

 four possible states {A, T, C, G} 

 

 

 

 Setting up the Transition Probability Matrix  
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

 Modeling A DNA Sequence with a Markov Chain  

 Determining Convergence and Stationary Distributions 

 

 

 

 

 

 

 We can use the converged transition matrix to conclude that our stationary             

distribution of nucleotides 

 

 

 We can interpret this as, given our initial distribution the posterior distribution of       

nucleotides is 15% A, 35%T, 25%C and 25%G, regardless of position 
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

  Characteristics of a Markov Chain 

 When using MCMC, we are interested in chains that result in a stable and unique 

stationary distribution 

 In order for a chain to converge to a unique state, it must be ergodic, that is be        

aperiodic and irreducible. 

 Finiteness 

 Finiteness means that there are a finite number of possible states. 

 Aperiodicity 

 the chain does not behave like a sine wave and keep visiting the same states over and     

over again 

 

 

 

 

 Irreducibility  

 Irreducible means that every state can be reached from every state. 
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Stochastic Processes and Markov Chains 

 Probability Models Using Markov Chains 

  Characteristics of a Markov Chain 

 Ergodicity 

 A Markov chain, which is BOTH aperiodic and irreducible, is ergodic.  

 An ergodic chain has a unique stationary distribution that is positive on all states when the 

number of states is finite 

 When using MCMC, we are interested in chains that result in a stable and unique 

stationary distribution 

 

  The Stationary State 

 The stationary state is the gold in the mining process of Markov chain models.  

 The stationary state is also referred to as the target distribution, the limiting 

distribution, and various other terms 

 We have seen that the existence of a stationary state is NOT guaranteed, but is 

conditional on various properties of the Markov Chain.   

 To have a unique stationary state a chain must be ergodic, possessing the 

characteristics of aperiodicity and irreducibility described earlier. 
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Algorithms for MCMC 

Markov Chain Monte Carlo (MCMC) 

 Introducing some commonly used algorithms that take advantage of 

Monte Carlo methods to simulate distributions 

 The goal now is to work with Bayesian methodology and Markov 

Chain techniques to be able to simulate and study posterior 

distributions of interest 

 Determining solutions for such complex posterior distributions is beyond the limits 

of traditional analytical mathematical methods, and hence the need for Monte Carlo 

simulation.  

 We have introduced Markov Chains as a method of approximating a posterior 

distribution 

 Monte Carlo Simulations of Distributions 

 any technique for obtaining solutions to problems using random numbers 

 The name derives from the famous casino resort on the French/Italian Riviera 

 Monte Carlo basically means simulating random outcomes. 

 Monte Carlo techniques are now standard in statistics and all sciences to solve       

many types of problems.  Our problem of interest here is using Monte Carlo method

s to simulate probability distributions 
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Algorithms for MCMC 

 Inverse CDF Method 

 The simplest method to simulate a probability distribution directly 

 to utilize a computer’s built-in random number generator (technically called pseudo-

random number generator) 

 If many such numbers are generated the resulting sample is that of a uniform 

distribution with range [0,1] 

 transforms a set of uniform(0,1) random draws so that the resulting values 

represent random draws from any desired distribution. 
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Algorithms for MCMC 

 Inverse CDF Method 

 To simulate an exponential distribution with parameter lambda =2 
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Algorithms for MCMC 

 Rejection Sampling 

 To simulate a distribution when the inverse CDF function is 

unobtainable or complicated.   

 This is the case even with some univariate distributions such as the beta and 

gamma.  

 The general strategy with rejection sampling is to sample from another appropriate 

distribution and then use a correction mechanism to redirect the sample to make it 

approximately representative of the distribution of interest.   

 a technique of approximating a distribution using another close distribution for the a

ctual sampling and a rule to determine (accept or reject) which values sampled appr

oximate the distribution of interest 

 The distribution sampled from is sometimes called an envelope distribution 

 

 Ex) a beta distribution with alpha=2 and beta=2 
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Algorithms for MCMC 

 Rejection Sampling 

 To simulate a distribution when the inverse CDF function is 

unobtainable or complicated.   
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Algorithms for MCMC 

Gibbs Sampler 

 Remarkably simple and versatile, yet powerful 

 Basically, the Gibbs sampler is a tool for sampling from a multivariate 

distribution 

 Iteration procedure through the individual variables Ui by sampling       

from the full conditionals f(Ui| U(-i)) and then updating, and repeating   

this for all Ui.  

 The full conditionals are simply the univariate conditional distributions of any one co

mponent Ui given the values of all the remaining components denoted by U(-i)  

 In the Bayesian context, 

 interested in sampling from the multivariate posterior distribution of all parameters 

 full conditional is the conditional distribution of a single parameter given the data an

d all the other parameters 

 one way to study high dimensional distributions  

 to look at marginal and conditional distributions of parameters.  

 Indeed, many times this is the only way to look at such distributions especially beyond 3   

dimensional distributions since it impossible to visualize or graph higher-dimensional         

dstributions.  
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Algorithms for MCMC 

Gibbs Sampler 
 

 The conditional and marginal distributions of parameters of interest have much       

simpler forms.   

 A high dimensional posterior distribution can be broken down into conditional          

distributions for each of the parameters of interest.  

 We then can look at marginal and conditional distributions of individual parameters. 

 Ex) hypothetical distribution which has three parameters that we will call A, B and C 

 Together these parameters have posterior distribution p(A,B,C) which is a joint        

distribution.   

 The Gibbs sampler enables us to obtain samples from this distribution by simply     

using the three full-conditional distributions: p(A|B,C), p(B|A,C) and p(C|A,B) 

 Each of these is a one-dimensional distribution that is much easier to work with than the    

joint distribution.  

 Ultimately, we will not be studying the joint posterior distribution of the sampled       

values but rather marginal distributions of individual parameters since that is what   

we are mainly interested in 

66  

Algorithms for MCMC 

Gibbs Sampler 

 The Gibbs sampler works by beginning with an initial state of the distri

bution and iterating through the distribution by updating each of the full 

conditionals until the distribution reaches a stable, converged posterior 

distribution.   

 Essentially the Gibbs sampler is a Markov Chain process, illustrated in 

the below Figure for a two parameter, x and y scenario.  

 The sampler goes from state X to state Y iteratively using Markov       

dependence and the full conditionals represent the Markov transition        

probability distributions 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using Simple Probability  

 a simple experiment using only basic probability distributions. Suppose we are         

interested in two parameters, A and B, whose joint (posterior) distribution is known 

as follows: 

 

 

 

 

 

 The marginal probabilities of A 

 

 

 

 The marginal probabilities of B 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using Simple Probability  

 Full conditional distribution of B given A 

 

 

 

 

 

 Full conditional distribution of A given B 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using Simple Probability  

 The Gibb’s sampler to compute the marginal distributions of A and B, by sampling fr

om the full conditionals 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using Simple Probability  

 The samples matrix contains the counts of a’s and b’s from the sampler 

 

 

 

 Converting the samples data to probabilities and comparing with the original joint    

distribution 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using the Bivariate Normal 

 slightly more complicated bivariate normal distribution where X and Y are correlated 

 Correlation is measured by a correlation coefficient, symbolized by the Greek letter 

rho (r) 

 Values of rho between 0 and 1 indicate the degree of a linear relationship between the var

iables 

 the joint probability distribution of two normally distributed random variables 

 

 

 

 the conditional distributions of X and Y for the bivariate normal are (we assume s2 = 

1 for simplicity) 
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Algorithms for MCMC 

Gibbs Sampler 

 A Gibbs Example Using the Bivariate Normal 

 the Gibbs sampler to simulate a biviariate normal distribution by iteratively sampling 

from these conditionals 

 This works because it is a Markov chain.  If X(0)=x0 then the distribution of X(n) is 

N(r2nx0, 1-r4n).   

 As n goes to infinity this converges to N(0,1), a regular standard normal distribution 
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Gibbs Sampler 

 Generalized Gibbs Sampler 

 The Gibbs sampler can be written as a general algorithm.  

 Our interest is in any multivariate distribution of the n parameters q1, q2, q3,… qn. 

which we write as p(q1, q2, q3,… ,… qn).    
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Introduction 

Why topic model? 

 Suppose you have a huge number of documents 

 You want to know what‘s going on 

 Don't have time to read them (e.g. every New York Times article from t

he 50's) 

 Topic models offer a way to get a corpus-level view of major themes 

 Unsupervised 
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 Conceptual Approach 
 

78  

Introduction 

 Conceptual Approach 
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Introduction 

 Conceptual Approach 

 For each document, what topics are expressed by that document? 
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Introduction 

 Topics from Science 
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Introduction 

 Latent Semantic Analysis (LSA) 

 

 People illustrate that applying a statistical method such as LSA to        

large databases can yield insight into human cognition 

 

 Three claims 

 semantic information can be derived from a word-document co-occurrence matrix  

 dimensionality reduction is an essential part of this derivation 

 words and documents can be represented as points in Euclidean space 

 

 A different approach 

 that is consistent with the first two of these claims,  

 but differs in the third, describing a class of statistical models in which the semantic 

properties of words and documents are expressed in terms of probabilistic topics. 
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Introduction 

 Topic models  

 Based upon the idea that documents are mixtures of topics, where a 

topic is a probability distribution over words.  

 A topic model is a generative model for documents  

 it specifies a simple probabilistic procedure by which documents can be generated 

 To make a new document, one chooses a distribution over topics.  

 Then, for each word in that document, one chooses a topic at random according to   

this distribution, and draws a word from that topic.  

 Standard statistical techniques can be used to invert this process 

 four example topics from the TASA corpus, a collection of over 37,000 text passages 

 The sixteen words that have the highest probability under each topic.  

 Four topics relate to drug use, colors, memory and the mind, and doctor visits.  

 Documents with different content can be generated by choosing different distribution

s over topics.  

 Ex)  

 by giving equal probability to the first two topics, one could construct a document about a p

erson that has taken too many drugs, and how that affected color perception.  
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Introduction 

 An illustration of four (out of 300) topics 

 

 

 

 

 

 

 

 Representing the content of words and documents with probabilistic 

topics has one distinct advantage over spatial representation 

 Each topic is individually interpretable,  

 providing a probability distribution over words that picks out a coherent cluster of 

correlated terms.  

 the topics are typically as interpretable as the ones shown here.  

 This contrasts with the arbitrary axes of a spatial representation, and can be 

extremely useful in many applications 

 

 

84  



22 

Introduction 

Why should you care? 

 

 Neat way to explore/understand corpus collections 

 

 NLP Applications 

 POS Tagging [Toutanova and Johnson 2008] 

 Word Sense Disambiguation [Boyd-Graber et al. 2007] 

 Word Sense Induction [Brody and Lapata 2009] 

 Discourse Segmentation [Purver et al. 2006] 

 

 Psychology [Griths et al.2007b]: word meaning, polysemy 

 

 Inference is (relatively) simple 
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Generative Models 

 A Generative Model for Documents 

 Based on simple probabilistic sampling rules that describe how words  

in documents might be generated on the basis of latent (random)        

variables 

 The goal is to find the best set of latent variables that can explain the   observed dat

a (i.e., observed words in documents), assuming that the model actually generated 

the data.  

 Ex) Illustration of the topic modeling approach in two distinct ways: 
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Generative Models 

 A Generative Model for Documents 

 Ex) Illustration of the topic modeling approach in two distinct ways: 

 In the generative model (Left panel) 

 With two topics (money and rivers) 

 Bags containing different distributions over words 

 Different documents can be produced by picking words from a topic depending on the 

weight given to the topic. 

 

 topic models to capture polysemy (eg. Bank) 

 there is no notion of mutual exclusivity that restricts words to be part of one topic only. 

 

 Bag-of-words assumption : common to many statistical models of language  with LSA 

 

 In the statistical inference (Right Panel) 

 Given the  observed words in a set of documents, we would like to know what topic model 

is most likely to have generated the data.  

 This involves inferring the probability distribution over words associated with each topic, 

the distribution over topics for each document, and, often, the topic responsible for 

generating each word 
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Generative Models 

 A Generative Model for Documents 

 How your data came to be 

 Sequence of Probabilistic Steps 

 Posterior Inference 

 

Multinomial Distribution 

 Distribution over discrete outcomes 

 Represented by non-negative vector that sums to one 

 Picture representation 

 Come from a Dirichlet distribution 
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Generative Models 

 Dirichlet Distribution 
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Generative Models 

 Dirichlet Distribution 
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Generative Models 

 Dirichlet Distribution 
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Probabilistic Topic Models 

 The Fundamental Idea 

 A document is a mixture of topics 

 To introduce notation 

 P( z ) : the distribution over topics z in a particular document  

 P( w | z ) : the probability distribution over words w given topic z 

 Generative Process 

 Each word wi in a document (where the index refers to the ith word token) is 

generated by first sampling a topic from the topic distribution,  

 then choosing a word from the topic-word distribution 

 

 

 P( zi = j ) : the probability that the jth topic was sampled for the ith word token 

 P( wi | zi = j ) as the probability of word wi under topic j.  

 T : the number of topics. 

 To simplify notation,  

 φ(j) = P( w | z=j ) : the multinomial distribution over words for topic j   

 θ(d) = P( z ) : the multinomial distribution over topics for document d 
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Probabilistic Topic Models 

 The Fundamental Idea 

 Generative Process 

 the text collection : D documents 

 each document d : Nd word tokens 

 N : the total number of word tokens (i.e., N = Σ Nd).  

 The parameters φ and θ indicate which words are important for which topic and 

which topics are important for a particular document, respectively. 

 

 From probabilistic Latent Semantic Indexing method (pLSI) 

 Hofmann (1999; 2001) introduced the probabilistic topic approach to document 

modeling in his Probabilistic Latent Semantic Indexing method  

 The pLSI model does not make any assumptions about how the mixture weights θ 

are generated, making it difficult to test the generalizability of the model to new 

documents. 

 Blei et al. (2003) extended this model by introducing a Dirichlet prior on θ, calling 

the resulting generative model Latent Dirichlet Allocation (LDA) 

 As a conjugate prior for the multinomial, the Dirichlet distribution is a convenient 

choice as prior, simplifying the problem of statistical inference 
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Probabilistic Topic Models 

 The probability density of a T dimensional Dirichlet distribution over 

the multinomial distribution  p=(p1, …, pT)  

 

 

 

 

 parameters : α1 … αT 

 each hyperparameter αj can be interpreted as a prior observation count for the 

number of times topic j is sampled in a document, before having observed any 

actual words from that document. 
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Probabilistic Topic Models 

 Dirichlet distribution over the multinomial distribution  p=(p1, …, pT)  

 

 Ex) Dirichlet distribution for three topics in a two-dimensional simplex (Left: α = 4. 

Right: α = 2) 

 a smoothed topic distribution, with the amount of smoothing determined by the α 

parameter 

 

 

 

 

 

 

 Dirichlet prior on the topic distributions can be interpreted as forces on the topic 

combinations with higher α moving the topics away from the corners of the simplex, 

leading to more smoothing (compare the left and right panel).  

 For α < 1, the modes of the Dirichlet distribution are located at the corners of the 

simplex. 

  In this regime (often used in practice), there is a bias towards sparsity, and the 

pressure is to pick topic distributions favoring just a few topics. 
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 Dirichlet distribution over the multinomial distribution  p=(p1, …, pT)  

 

 Ex) Dirichlet distribution for three topics in a two-dimensional simplex (Left: α = 4. 

Right: α = 2) 

 a smoothed topic distribution, with the amount of smoothing determined by the α 

parameter 

 

 

 

 

 

 

 Dirichlet prior on the topic distributions can be interpreted as forces on the topic 

combinations with higher α moving the topics away from the corners of the simplex, 

leading to more smoothing (compare the left and right panel).  

 For α < 1, the modes of the Dirichlet distribution are located at the corners of the 

simplex. 

  In this regime (often used in practice), there is a bias towards sparsity, and the 

pressure is to pick topic distributions favoring just a few topics. 
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Probabilistic Topic Models 

 The hyperparameter β   

 

 placing a symmetric Dirichlet(β ) prior on φ 

 interpreted as the prior observation count on the number of times words are 

sampled from a topic before any word from the corpus is observed 

 This smoothes the word distribution in every topic, with the amount of smoothing 

determined by β 

 

 Good choices for the hyperparameters α and β   

 

 depend on number of topics and vocabulary size.  

 From previous research, we have found α =50/T and β = 0.01 to work well with 

many different text collections.  

 

 

 

 

 

 97  

Probabilistic Topic Models 

Graphical Model for Generative Model Approach 
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Probabilistic Topic Models 

Graphical Model for Generative Model Approach 
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Probabilistic Topic Models 

Graphical Model for Generative Model Approach 
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Probabilistic Topic Models 

Graphical Model for Generative Model Approach 
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Probabilistic Topic Models 

Graphical Model 

 

 

 

 

 

 

 

 

 

 

 the inner plate over z and w illustrates the repeated sampling of topics and words 

until Nd words have been generated for document d. 

 The plate surrounding θ(d) illustrates the sampling of a distribution over topics for 

each document d for a total of D documents.  

 The plate surrounding φ(z) illustrates the repeated sampling of word distributions for 

each topic z until T topics have been generated 
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Probabilistic Topic Models 

Graphical Model 

 

 Plate Notation 

 

 Probabilistic generative models with repeated sampling steps can be conveniently 

illustrated  

 shaded variables : observed variable, unshaded variables : latent (i.e., unobserved) 

variables 

 The variables φ and θ, as well as z (the assignment of word tokens to topics) are 

the three sets of latent variables that we would like to infer.  

 To treat the hyperparameters α and β as constants in the model 

 

 Arrows indicate conditional dependencies between variables  

 plates (the boxes in the figure) refer to repetitions of sampling steps with the 

variable in the lower right corner referring to the number of samples.  
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Probabilistic Topic Models 

Geometric Interpretation 

 The probabilistic topic model has an elegant geometric interpretation 

 With a vocabulary of W distinct words, a W dimensional space can be constructed 

where each axis represents the probability of observing a particular word type.  

 The W-1 dimensional simplex represents all probability distributions over words 

 the shaded region is the two-dimensional simplex that represents all probability                                                                         

distributions over three words 

 the topics span a low-dimensional subsimplex and the projection of each document 

onto the low-dimensional subsimplex can be thought of as dimensionality reduction.  
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Probabilistic Topic Models 

Matrix Factorization Interpretation 

 LSA vs. Topic Modeling 

 In LSA, a word document co-occurrence matrix can be decomposed into three 

matrices: a matrix of word vectors, a diagonal matrix with singular values and a 

matrix with document vectors.  

 In the topic model, the word-document co-occurrence matrix is split into two parts: a 

topic matrix Φ and a document matrix.  
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Probabilistic Topic Models 

Matrix Factorization Interpretation 

 

 LSA vs. Topic Modeling 

 To find a low-dimensional representation for the content of a set of documents 

 In topic models, the word and document vectors of the two decomposed matrices 

are probability distributions with the accompanying constraint that the feature 

values are non-negative and sum up to one. 

 In the LDA model, additional a priori constraints are placed on the word and topic 

distributions 
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Probabilistic Topic Models 

 Topic Models: What's Important 

 

 Topic Models 

 Topics to words : multinomial distribution 

 Documents to topics : multinomial distribution 

 

 Statistical structure inferred from data  

 

 Have semantic coherence because of language use 

 

 We use latent Dirichlet allocation (LDA) [Bleietal.2003], a fully 

Bayesian version of pLSI [Hofmann1999], probabilistic version of LSA 

[LandauerandDumais1997] 
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Probabilistic Topic Models 

 Evaluation 

 Likelihood 
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Probabilistic Topic Models 

 Evaluation 

 Which Topics are Interpretable? 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 

 A form of Markov chain Monte Carlo (MCMC) 

 

 Hofmann (1999) used the expectation-maximization (EM) algorithm to obtain direct 

estimates of φ  and θ; suffers from problems involving local maxima. 

 Markov chain Monte Carlo (MCMC) refers to a set of approximate iterative 

techniques designed to sample values from complex (often high-dimensional) 

distributions 

 To simulates a high-dimensional distribution by sampling on lower-dimensional 

subsets of variables where each subset is conditioned on the value of all others. 

 The sampling is done sequentially and proceeds until the sampled values 

approximate the target distribution.  

 While the Gibbs procedure we will describe does not provide direct estimates of φ  

and θ, we will show how φ  and θ  can be approximated using posterior estimates of 

z. 
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Algorithm for Extracting Topics  

Gibbs Sampling 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 

 

112  



29 

Algorithm for Extracting Topics  

Gibbs Sampling 

 Inference 
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Gibbs Sampling 

 Inference 
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Gibbs Sampling 

 Inference 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Inference 
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Algorithm for Extracting Topics  

Gibbs Sampling 
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Algorithm for Extracting Topics  

Gibbs Sampling 
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Algorithm for Extracting Topics  

Gibbs Sampling 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Algorithm 

 To considers each word token in the text collection in turn, and estimates the 

probability of assigning the current word token to each topic, conditioned on the 

topic assignments to all other word tokens.  

 From this conditional distribution, a topic is sampled and stored as the new topic 

assignment for this word token.  

 P( zi =j | z-i , wi , di , ⋅ ),  

 zi = j represents the topic assignment of token i to topic j, z-i refers to the topic 

assignments of all other word tokens 

 “⋅” refers to all other known or observed information such as all other word and document 

indices w-i and d-i, and hyperparameters α, and β.   
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Algorithm 

 

 

 

 CWT and CDT are matrices of counts with dimensions W x T and D x T respectively; 

 CWT
wj contains the number of times word w is assigned to topic j, not including the 

current instance i  

 CDT
dj contains the number of times topic j is assigned to some word token in 

document d, not including the current instance i.  

 Note that this equation gives the unnormalized probability.  

 The actual probability of assigning a word token to topic j is calculated by dividing 

the quantity in this equation for topic t by the sum over all topics T. 

 The left part is the probability of word w under topic j  

 The right part is the probability that topic j has under the current topic distribution for 

document d. 

 Words are assigned to topics depending on how likely the word is for a topic, as 

well as how dominant a topic is in a document 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Algorithm 

 

 

 

 starts by assigning each word token to a random topic in [ 1..T ].  

 For each word token, the count matrices CWT and CDT are first decremented by one 

for the entries that correspond to the current topic assignment.  

 Then, a new topic is sampled from the distribution in this equation and the count 

matrices CWT and CDT are incremented with the new topic assignment.  

 Each Gibbs sample consists the set of topic assignments to all N word tokens in the 

corpus, achieved by a single pass through all documents. 

 During the initial stage of the sampling process (also known as the burnin period), 

the Gibbs samples have to be discarded because they are poor estimates of the 

posterior.  

 After the burnin period, the successive Gibbs samples start to approximate the 

target distribution (i.e., the posterior distribution over topic assignments) 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Estimating parameters 

 

 

 

 An Example 

 The Gibbs sampling algorithm can be illustrated by generating artificial data from a 

known topic model and applying the algorithm to check whether it is able to infer the 

original generative structure 

 Topic 1 gives equal probability to words MONEY, LOAN, and BANK 

 

 Topic 2 gives equal probability to words RIVER, STREAM, and BANK 

 

 16 documents generated by arbitrarily mixing the two topics  

 the color of the circles indicate the topic assignments (black=topic 1; white=topic 2). 

 after 64 iterations: Topic 1 and Topic 2 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 An Example 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Exchangeability of topics 

 when topics are used to calculate a statistic which is invariant to the ordering of the 

topics, it becomes possible and even important to average over different Gibbs 

samples 

 Model averaging is likely to improve results because it allows sampling from 

multiple local modes of the posterior. 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 How to sample from a distribution? 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 Implementation 
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Algorithm for Extracting Topics  

Gibbs Sampling 

 

 

 

 

 

 

 

 Available implementations 

 

128  



33 

Polysemy with Topics  

 Probabilistic topic models represent semantic ambiguity 

through uncertainty over topics. 

 A 300 topic solution for the TASA corpus 

 he word PLAY is given relatively high probability related to the different senses of 

the word (playing music, theater play, playing games).  
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Polysemy with Topics  

 Fragments of three documents are shown from TASA that use PLAY in three 

different senses.  

 The presence of other less ambiguous words (e.g., MUSIC in the first document) 

builds up evidence for a particular topic in the document.  

 When a word has uncertainty over topics, the topic distribution developed for the 

document context is the primary factor for disambiguating the word. 

 

130  

Computing Similarities  

 The similarity of words and documents 

 Two words are similar to the extent that they appear in the same 

topics, and two documents are similar to the extent that the same 

topics appear in those documents 

 Similarity between documents 

 The similarity between documents d1 and d2 can be measured by the similarity 

between their corresponding topic distributions and .                       .  

 The Kullback Leibler (KL) divergence 

 

 

 

 This non-negative function is equal to zero when for all j, pj = qj. 

 The symmetrized Jensen-Shannon (JS) divergence 

 

 

 measures similarity between p and q through the average of p and q  

 two distributions p and q will be similar if they are similar to their average (p+q)/2 
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Computing Similarities  

 The similarity of words and documents 

 Similarity between documents 

 To consider the topic distributions as vectors and apply geometrically motivated 

functions such as Euclidian distance, dot product or cosine 

 For information retrieval applications, document comparison is necessary to retrieve 

the most relevant documents to a query.  

  One approach to finding relevant documents is to assess the similarity between the topic 

distributions corresponding to the query and each candidate documents di, using one of 

the distributional similarity functions as discussed earlier. 

 Another approach is a probabilistic query to the topic model : the most relevant documents 

are the ones that maximize the conditional probability of the query, given the candidate 

document. We write this as P( q | di ) where q is the set of words contained in the query.  

 

 

 

 

 

 this approach also emphasizes similarity through topics, with relevant documents having 

topic distributions that are likely to have generated the set of words associated with the 

query 
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Computing Similarities  

 The similarity of words and documents 

 Similarity between two words 

 The similarity between two words w1 and w2 can be measured by the extent that 

they share the same topics.  

 Using a probabilistic approach, the similarity between two words can be calculated 

based on the similarity between θ(1) and θ(2), the conditional topic distributions for 

words w1 and w2 where 

 Either the symmetrized KL or JS divergence would be appropriate to measure the 

distributional similarity between these distributions 

 

 An alternative approach to express similarity between two words, emphasizing the 

associative relations between words.  

 The association between two words can be expressed as a conditional distribution over 

potential response words w2 for cue word w1, i.e.   

 In the topic model, word association corresponds to having observed a single word in a 

new context, and trying to predict new words that might appear in the same context, 

based on the topic interpretation for the observed word.   
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Computing Similarities  

 The similarity of words and documents 

 Similarity between two words 

 An alternative approach 

 

 

 In human word association, high frequency words are more likely to be used as response 

words than low frequency words.  

 The model captures this pattern because the left term                        will be influenced by 

the word frequency of w2: high frequency words (on average) have high probability 

conditioned on a topic.  

 The predictions of the topic model for the cue word PLAY using a 300 topic solution 

from the TASA corpus 
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Nonparametric Models 
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Chinese Restaurant Process 
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Chinese Restaurant Process 
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